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Abstract AI Planning & Scheduling techniques are being
widely used to adapt learning paths to the special features
and needs of students both in distance learning and lifelong learning environments. However, instructors strongly
rely on Planning & Scheduling experts to encode and review
the domains for the planner/scheduler to work. This paper
presents an approach to automatically extract a fully operational HTN planning domain and problem from a learning
objects repository without requiring the intervention of any
planning expert, and thus enabling an easier adoption of this
technology in practice. The results of a real experiment with
a small group of students within an e-Learning private company in Spain are also shown.
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1 Introduction to the problem
This work focuses on the application of AI Planning &
Scheduling (AIP&S) techniques to learner centred design
methodologies (Luckin et al. 2006), a new area of educational research that aims to define customised learning designs for every student in a given course, understanding a
learning design (Koper 2005) as the sequence of chapters,
lessons, units, etc., that a student must follow to complete
the course. One of the goals of these learner centred design methodologies is to make the learning process more
efficient, attractive and accessible to students. Therefore,
these learning designs should take into account the heterogeneity of students, their different performance, needs
and previous studies to force current e-learning platforms
to offer them a customised learning sequence. In this way,
every student may optimally exploit the content of a given
course in a personalised and adapted learning experience,
not only for graduate courses but also for professional and
lifelong learning. AI Planning & Scheduling techniques
are being widely used to adapt learning paths to the special features and needs of students, and this work presents
some good results in this direction. Although the model
presented in paper focuses on the use of HTN (Hierarchical Task Network) Planning paradigm (Nau et al. 2003;
Castillo et al. 2006) for e-learning domains it may also
be extrapolated to other flat planners in the same domain
(Morales et al. 2008), so the general ideas of the model may
be considered independent of the chosen planning paradigm.
In order to achieve this learner centred design goal, a set
of platforms named Learning Management Systems (LMS)
are being built and integrated into e-learning systems to provide the required amount of information. These LMS usually integrate the components:
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– The Learning Objects Repository (LOR). It contains all
the chapters, lessons and units needed to build up a given
course. Every object may be of a different nature like
hypertext, multimedia animation, exercises, or diagrams
among others. Usually, these learning objects are labelled
to represent a fair amount of information about them like
the type of resource, its expected duration, the expected
audience, etc.
– A user’s profile database. It contains information about
students.
– Learning objectives. The goals to be achieved by a given
course.
– Learning designs. The learning path to be followed by
every student for a given course.
The application of AIP&S techniques shown in recent
works (Ullrich 2005; Sicilia et al. 2006; Boticario and Santos 2007; Garrido et al. 2008) proves great potential of these
techniques for the assisted design of learning paths, since
they allow to explore the set of learning goals, the wide offer
of learning objects and the known needs and constraints of
learners to create an adapted learning path for every student.
But despite their potential, the application of these techniques is not trivial. Learning design tasks, as many other
human design activities, are very complex tasks to be tackled by automated AIP&S techniques. In perfectly known
domains with an exhaustive representation of the available
knowledge, AIP&S techniques perform very well and allow
obtaining plans that are competitive, or even better that those
obtained by humans experts of different fields like aerospatial domains (Muscettola et al. 1998), civil emergencies (Bienkowski 1995; Fdez-Olivares et al. 2006) or military campaigns (Wilkins and Desimone 1994). Originally, the field
of learning design was not such a perfectly known domain,
since it involves the use of partially known constraints or abstract information about the learner’s mind. This is a hostile
environment that could hinder the use of AIP&S techniques.
However, the arrival of powerful standard representation
languages for LMS (IMS-GLC 2007) and the wide acceptance of these standards within the e-learning community
has led to a new environment, plenty of knowledge about
the objects repository, learner capabilities and their context
and interrelation. The most relevant standard languages for
this paper are the following ones:
– IEEE-LOM (IEEE Learning Objects Metadata)
(ANSI/IEEE 2007) or IMS-MD (Instructional Management Systems MetaData) (IMS-GLC 2007) allows instructors to classify learning resources by using educational metadata, according to a set of variables so that
they can be more efficiently described, recognised and
retrieved.
– IMS-LIP (Learner Information Package) (IMS-GLC
2007) are used to gather information about user profiles.

– IMS-LD (Learning Design) (IMS-GLC 2007) allows instructors to adapt the learning path and the use of learning
resources to the features and capabilities of every student.
The use of these languages in LMS provides all the
information required by AIP&S technology, but this is a
knowledge-intensive discipline of AI and it requires a considerable knowledge engineering effort to be successful.
Particularly, this is especially important in the representation
of the learning acts represented in a LOR (named the planning domain file) and the representation of the context of
the problem and its goals (named the planning problem file).
That is, the generation of the domain and problem files for
a planner to run requires an important knowledge analysis
and engineering effort on the information provided by these
languages. Usually, this effort is carried out by persons with
a high skill in planning languages like PDDL (Long and Fox
2003) or any of its flavours like HTN-PDDL (Castillo et al.
2006) and this might be a handicap for instructors without
these skills to adopt AIP&S technologies into their current
LMS.
The contribution of this paper is that a correct labelling
of the LOR using standard IMS-MD (IMS-GLC 2007) or
IEEE-LOM (ANSI/IEEE 2007) metadata allows automatical generating of HTN (Hierarchical Task Network planning, Nau et al. 2003) domain and problem files directly
from the LMS databases without any interaction with the instructor. This contribution is aligned towards a further horizon: enable end users (instructors and students) to easily
adopt e-learning standards at a low cost. Moreover, the research shown in this paper has been applied under a private
contract with a Spanish e-learning company,1 and the results
of these experiments are reported at the end of the paper.
The paper is structured as follows. Section 2 introduces
recent work on this area. Section 3 introduces some ideas
about the HTN planning paradigm that will be useful to understand the paper. Sections 4 and 5 show the extraction
procedure of HTN domain and problem files from the LMS
databases and the result of the planning process. Section 5.1
explains the details of the integration of our approach into
a well known LMS named Moodle (Cole and Foster 2007).
And the paper ends with some experiments in Sect. 6, including those carried out in a private company, as well as
some final remarks.

2 Previous work
There are several approaches in the literature that show the
relative success of AIP&S technologies for the assisted design of learning paths, either for HTN planners (Ullrich
1 Grupo

Tadel, http://www.grupotadel.com.
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2005) or non-HTN planners (R-Moreno and Camacho 2006;
Sicilia et al. 2006; Boticario and Santos 2007) and all of
them rely on the following assumptions:
– The initial state of the planning problem is based on contextual information like user profiles and academic history.
– The goal of the planning problem is translated from the
learning objectives of a given course.
– The set of available actions in the domain is built from
the LOR so that every learning object is translated into an
action whose preconditions and effects are inherited from
the information expressed in its metadata.
In all these approaches, the problem file is easily obtained
from the LMS databases, but the planning domain cannot be
encoded by the instructor, only by a person with deep knowledge of AIP&S techniques and languages like PDDL. This
means that any change in the LOR has to be recoded again in
a new planning domain, making the instructor dependent on
the work of third persons. This is particularly relevant since
building a planning domain might be as difficult as building
the learning design by hand, so there does not seem to be
any advantage.
Our approach focuses on making the life of instructors
easier, allowing automatical extracting of an HTN planning
domain from a set of well labelled learning objects without
any intervention of planning experts and without any knowledge engineering effort. This grants the independence of instructors and dramatically reduces the cost of using AIP&S.
Notice that the effort of building a completely labelled LOR
could be considered equivalent to that of building an HTN
planning domain. However, within the new paradigm of
learner-centred design, all of the instructors are expected to
design these fully labelled LORs by themselves thanks to
the use of standard languages like those presented before in
a given LMS environment. Therefore, LORs are going to be
built in any case, whether they are going to be used by an
AI P&S system or not, so this effort has to be discounted
from the beginning. Moreover, these languages are common
for all the educational areas and easily understandable by instructors. On the contrary, any planning domain description
language like PDDL may be rather obscure for instructors,
far from being a standard within the educational community and very difficult to integrate in any LMS. Therefore,
instructors are not expected to write directly the planning
domain but they have to focus on the labelling of their corresponding LORs objects. Notice also that as of today there
is no planner that is able to reason with the LOR representation. At the same time, the vast majority of state-of-the-art
planners are based on the knowledge encoded in domain description languages like PDDL. Part of this knowledge is
explicitly encoded in the LOR’s metadata but another part

is implicitly encoded and not directly available to a planner. Our claim is that it is not necessary to resort to an adhoc planner for e-learning domains and that we can come
up with a methodology to extract the knowledge encoded in
the LORs and translate it into HTN-like structures that can
be further exploited by an HTN planner like Castillo et al.
(2006) or Goldman (2006).

3 HTN planning foundations
In order to better understand the main contributions of this
paper, a brief introduction to HTN planning techniques (Nau
et al. 2003; Ghallab et al. 2004) is presented first. HTN planning is a family of artificial intelligence planners that have
shown to be very powerful in practical applications on very
different domains. The HTN planning paradigm is based on
the same three concepts as any other planning approach:
– The initial state is a set of literals that describe the facts
that are true at the beginning of the problem.
– The goal is a description of what we want to achieve with
a plan.
– The domain is the set of available actions or rules to
achieve the goals.
The planner used in this paper, named SIADEX, has been
previously described in Castillo et al. (2006) based on a
HTN extension of PDDL also named HTN-PDDL. It follows a basic HTN planning procedure but includes some
remarkable extensions to control the search and to handle
temporal knowledge.
3.1 HTN planning domains
HTN planning domains are designed in terms of a hierarchy
of compositional activities. Lowest level activities, named
actions or primitive operators, are non-decomposable activities which basically encode changes in the environment of
the problem. In our approach, the basic HTN paradigm has
been extended in such a way that these primitive operators
are also represented as PDDL 2.2 level 3 durative actions
(Edelkamp and Hoffmann 2004) (Fig. 1b).
On the other hand, high level activities, named tasks,
are compound actions that may be decomposed into lower
level activities. Depending on the problem at hand, every
task may be decomposed following different predefined
schemes, or methods, into different sets of sub-activities.
These sub-activities may be either tasks, which could be further decomposed, or just actions. Figure 1a shows a compound task in our HTN-PDDL formalism (Castillo et al.
2006). Tasks and their possibly multiple decompositions encode domain dependent rules for obtaining a plan which can
only be composed of primitive actions.
Other HTN features are the following:
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Fig. 3 Including deductive rules in the expansion of a high level task

mitment of domain’s experts and deep knowledge of planning techniques, so it is not an easy task. However, in problems with an underlying strongly structured knowledge like
a LOR with an exhaustive metadata labelling, this domain
could be automatically extracted and validated as will be
shown in the following sections.
Fig. 1 The basics of HTN planning domains in our domain language
HTN-PDDL: a a compound task with two different methods of decomposition, b a primitive action

Fig. 2 A rough outline of an HTN planning algorithm like the one
used in this paper based on the SHOP2 ordered decomposition scheme.
Notice that only a few planners are able to manage temporal constraints, therefore Step 1b is not general

– Unlike non-HTN planners, goals are not specified as a
well formed formula that must be made true by the plan
from the initial state. Instead, goals are described as a partially ordered set of tasks that need to be carried out.
– The main planning algorithm (Fig. 2) takes the set of tasks
to be achieved, explores the space of possible decompositions replacing a given task by its component activities,
until the set of tasks is transformed into a set of only primitive actions that make up the plan.
HTN planning domains are usually written after a
knowledge-engineering stage in which the know-how of the
problem is studied and formally represented (Wilkins 2001;
Fdez-Olivares et al. 2006). This stage requires strong com-

3.2 The SIADEX HTN planner
Our HTN planner is based on some additional capabilities
like inferencing procedures, like in Nau et al. (2003), and
several novel temporal knowledge handling procedures. Part
of these features are sketched here, but the reader is encouraged to consult the original paper for a full description of
them.
1. Decomposition methods not only include a set of actions
and tasks to decompose a compound task. They may also
contain inference procedures, in the form of deductive
actions, such that they can infer new knowledge from the
set of literals contained in the state of the planning problem (Fig. 3). The effect of these deductive actions is that
they may produce binding of variables and assert/retract
new literals into the current state. These deductive actions are used to distill knowledge that is not present in
the state of the problem but that may be inferred from it
and that could be useful for the planning process.
2. Delayed effects. All the literals in the effects of every
action have a delay by which they are achieved after
the execution of their corresponding action. This delay
may range from 0 (the effect is achieved at the beginning of the action) to the duration of the action (it is
achieved at the end). This is a generalisation of PDDL 2.2
at-start and at-end effects:
(:durative action a
...
:effects (at Δ (literal))
We may have “at start” effects, leaving Δ = 0, or “at end”
effects, in this case Δ = duration(a) or any other intermediate value. Even more, these temporally annotated effects are used to propagate accurate temporal constraints
between actions when one of them depends on the effect
of others by using a very efficient propagation procedure
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Fig. 4 Task A has deadlines in its decomposition stating that subtask
A2 must appear after A1 and also that A2 must start after 3 time units
and end before 5 time units from the beginning of the plan

over a Simple Temporal Network (Dechter et al. 1991) in
the algorithm shown in Fig. 2, Step 1b.
3. Temporally extended goals. A deadline activity (either a
task or an action or a goal) is an activity that may have
defined one or more metric temporal constraints over its
start or its end, or both. SIADEX also allows to post
deadline constraints on the start or the end of an activity (or both). Any sub-activity (either task or action) has
two special variables associated to it: ?start and ?end
that represent its start and end time points, and some constraints (basically <=, =, >=) may be posted to them.
In order to do that, when any activity appears in the goal
of a planning problem or in the decomposition of a higher
level task, it may be preceded by a logical expression that
defines the desired deadline, either simple or compound,
as it is shown in Fig. 4.
4. Temporal landmarking. SIADEX is also able to record
the start and end of any activity, and to recover these
records in order to define complex synchronisation
schemes between either tasks or actions as relative deadlines with respect to other activities. In particular, thanks
to the expressive power of temporal constraints networks
and to this landmarking, an HTN planning domain may
explicitly encode all of the different orderings included
in Allen’s algebra (Allen 1983) between two or more
tasks, between two or more actions or between tasks and
actions.
5. Timed initial literals, as defined in PDDL 2.2 (Edelkamp
and Hoffmann 2004), are also easily supported by
SIADEX to represent timed exogenous events, that is,
events that are produced (and possibly repeated) along
the timeline outside of the control of the planner.
In any case, our planning system SIADEX is able to obtain timed plans with a rich temporal structure in the form
of a Gantt chart for further study or execution.

4 Automatic building of HTN planning domains and
problems for a LMS
The main idea behind this approach is that AI planning techniques may be used to automatically generate a customised
learning design under a life-cycle based on the following assumptions (see Fig. 5):

Fig. 5 General view of our approach

1. The LOR is labelled using an extensive set of standard
metadata that is described along this section.
2. (Dotted lines) The instructor explores the repository and
defines the learning objectives of a given course.
3. (Dashed lines) Our system explores the different databa
ses of user profiles, learning objects and learning objectives and generates the necessary PDDL files (Long and
Fox 2003; Castillo et al. 2006) for our HTN planner to
run. The planner is executed, and a customised learning
plan is obtained for every student registered at the same
course.
4. (Dotted/dashed lines) The learning plan is translated into
a playable form, understandable by the LMS.
5. The plan is executed (or played) by the student to follow
the course adapted to its own features and needs.
In order to guarantee a valid extraction of an HTN planning domain and problem as well as a successful personalisation of the learning path, at least the following set of metadata must be present in the labelling of the learning objects.
1. User profiles. User profiles must be available and they
should contain at least: academic history, performance
level, learning style, hardware/software features, and
level of English or other foreign languages.
2. Hierarchical structure. Hierarchical relations of the
form chapter/sub-chapter/section/lesson, where the lesson is the atomic part of the hierarchy, are encoded by
means of the is-part-of relational metadata. This
allows us to encode hierarchical dependencies between
learning objects so that, if a higher level object is included in a learning path, it is assumed that its constituent parts will also have to be included. A learning object may be part of multiple compound objects.
A learning path, that is, the sequence of learning objects
that is to be followed by a student will only be made
up of atomic objects. This means that compound objects
might have no content, except those included in their constituent atomic objects because they primarily act as the
underlying structure of the course. According to Fig. 6,
is-part-of(AI-Search-intro) = {AI-Search}.
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Fig. 6 A simple labelling of learning objects showing a piece of a
classic Artificial Intelligence course chapter devoted to search: After
a brief introduction, the sections about depth-first search (DFS) and

breadth-first search (BFS) exactly in this order. Lowest level objects
(atomic) appear shadowed

3. Ordering relations. The order relation or sequence between the learning objects defined by the instructor, in the
case when they exist, are encoded by means of the isbased-on relational metadata. Figure 6 shows a simple example so far. For example, is-based-on(AI-BlindSearch) = {AI-Search-Intro}.
4. Content dependencies. Sometimes, the content of a
given chapter or sub-chapter depends on other chapters
of the same repository. Depending on whether the student has background knowledge of these dependencies or
not, they are encoded by means of the relational metadata
requires. For example, the chapter AI-Search depends on knowledge about graphs that belongs to a learning object of another course. This dependency is encoded
to allow the planning algorithm to reason about the convenience or not of including a chapter about graphs in a
given learning path: if the student does not know about
graphs, it would be strongly required to pass this chapter
first, otherwise, it would be ignored.
5. Optional lessons. These are lessons that may be included
or not in a learning path depending on some conditions,
usually the global time span of the course. This is encoded by means of the general metadata coverage that
is labelled with the constant optional. If this metadata is empty, then the learning object is intended to be
mandatory.
6. Different languages. Our approach is also intended to
cope with repositories handling different languages so
that the planner may or may not select some learning
objects depending on the student’s knowledge of other
languages. It is encoded with the general metadata language.
7. Difficulty of the content. As an example of adaptation,
our approach may select which learning objects are offered to a student depending on the labelled difficulty of
the resource and the performance of the student. It is encoded with the educational metadata difficulty.
8. Typical Learning Time The expected time spent at
every learning object is a very important issue to successfully encode a learning path given the temporal constraints imposed by the course, the student or both. In this

case, this expected time is encoded in the corresponding
educational metadata.
9. Type of resources Every resource in the LOR must
be labelled with the educational metadata learningresource-type.
10. Hardware/Software requirements. In case that a
given learning object would require special hardware or
software features (like multimedia files, or requiring a
certain bandwidth, for example), this could be used for
the planner to reason about its inclusion or not in the
learning path depending on the declared HW/SW platform of every student. This is encoded in the technical
metadata other-platform requirements.
These are standard IEEE-LOM (ANSI/IEEE 2007) metadata and they are needed to ensure a correct domain extraction from the repository, so it is not a strong requirement of
our approach, since they are supposed to be present in most
standard LORs. In the case of our guest LMS Moodle, Fig. 7
shows part of the LOR represented with its standard LOM
metadata. As may be seen, only educational knowledge may
be represented and no planning knowledge is allowed, but all
this educational knowledge may be reinterpreted in terms of
operational AIP& S knowledge.
4.1 The learning goals
Learning goals of a given course will be made up by a set of
totally ordered high level objects (like chapters or lessons)
according to instructor’s preferences. These learning goals
will have to be developed or decomposed according both to
user’s profiles and to the relations represented in the metadata, until a sequence of non-decomposable learning objects
is found for every student. This sequence will be his/her
learning path for the course.
Next sections show the domain and problem extraction
algorithms that are the basis of the IMPORT gateway in
Fig. 5.
4.2 The domain extraction algorithm
The algorithm for the synthesis of an HTN domain from the
LOR is sketched in Fig. 9 and is fully illustrated through ex-
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Fig. 7 Part of the XML representation of a real LOR showing its
different LOM components like, for example, the learning object title
(“Discover the work environment”; this is part of a real short course
on MS PowerPoint 2003) the title of one of its subsections (“The application window”), and the corresponding subsection metadata: the

coverage (“mandatory”), the multimedia requirements (“NoOne”), the
learning resource type (“Figure”), the difficulty (“easy”), the typical
learning time (“7” time units), the is-part-of metadata (“The application window” is part of “Discover the work environment”)

amples along this section. This algorithm iterates over the
whole set of learning objects, translating the metadata into
an appropriate set of HTN tasks and actions. Some of the
metadata will be used to build the basic HTN hierarchy of
tasks and actions, other will be used to split different decomposition methods and other to set preconditions of methods
and actions.
However, there are still more possibilities to encode additional adaptation schemes in the repository so that the

search capability of the planner is increased. They are related to the decomposition of a compound task. There may
be compound actions like DS-Graphs in Fig. 11 whose
constituents parts are fully ordered and, therefore, they will
always be included in the same order in any learning path.
However, other compound tasks like AI-DFS do not have
their constituents’ objects fully ordered. This means that the
order in which these objects will be included in a learning
path is not always the same and it may depend on some ex-
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ternal conditions. In order to represent this, implicit ordering
relations are defined in our approach to encode different orderings for every compound task based on the learningresource-type of every object. For example, the following rule

would mean that in every possible situation in which the order of the component objects is not explicitly defined by the
instructor the ordering in which they appear in the task will

be the following: first, the object labelled with learningresource-type equal to problem-statement, then
those labelled as simulation, those labelled as experiment, the objects labelled as exercise, and at the end,
those labelled as lecture.
These other rules shown in Fig. 8 encode a more interesting example.
They mean that the decomposition of a compound object
depends on the registered Honey–Alonso learning profile of
every student. For example, the two previous rules would
produce the decomposition scheme for task AI-DFS shown
in Fig. 16.
4.3 Building simple tasks

Fig. 8 Implicit rules to adapt the order of the content according to
Honey–Alonso learner type

Fig. 9 Algorithm for generating the domain file

In the simplest case, a repository containing just hierarchical and sequencing metadata may be intuitively translated
into an HTN domain, as described before, just by exploring these relationships. Compound objects (with any “child
object”) would be translated into a compound task, and
simple objects (with no children) would be translated into

J Sched

non-decomposable actions. Therefore, the simple repository
shown in Fig. 6 would be translated into the HTN domain
shown in Fig. 10.
4.4 Building complex tasks
The domain extraction illustrated before is very simple and
it does not exploit the full adaptation capability of the domain extraction algorithm, taking into account the full set of
metadata present in the repository. This section fully illustrates both the performance of the algorithm in Fig. 9 and
how it interprets the metadata available in the learning objects to build up an HTN planning domain. Let us consider
the repository shown in Fig. 11 and see how the algorithm
works for each of the available metadata.

Fig. 10 Part of the simple domain extracted from the sample repository of Fig. 6

Fig. 11 A labelling of learning
objects slightly more complex
than Fig. 6. Lowest level objects
(atomic) appear shadowed.
There are multiple instances of
the lesson
AIDFS-Algorithm, one of
them requires multimedia
equipment and the other does
not. The lesson
AIDFS-Lecture requires a
high level of English and it is a
difficult task that will only be
offered to high-performance
students. And the lesson
AIDFS-Examples is not
mandatory

4.4.1 Extracting primitive actions
HTN primitive actions are extracted from those learning objects that have no children. These actions will take into account the following issues. The duration of the action will be
the specified typical learning time. If there are some special
hardware requirements or it has been written in a language
different than the common language of the course, then the
list of preconditions will include these conditions into the
corresponding action. Figure 12 shows two actions that exhibit these preconditions so they will only be included in the
learning path if the profile of the student meets these conditions.
As may be seen in Fig. 11, there may be more than one
atomic object with the same name (i.e. there are two objects
with name AIDFS-Algorithm). This means that they are
different ways of performing the same learning act and,
most probably, under different conditions, that is, a multiple choice to introduce alternative learning objects for the
same goal. This does not mean different outcomes or nondeterminism for the same action, but different actions for the
same outcome that are chosen by the planner in the same
sequence than they appear in the domain. This allows the
student to follow a given lesson although the lesson offered

Fig. 12 Part of the domain extracted from the sample repository of
Fig. 11. Action AIDFS-lecture is written in English, a foreign
language for the student, and it requires the student to have a given
threshold mark registered in its profile. Action AIDFS-Algorithm
requires the student hardware platform to have multimedia capabilities
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Fig. 13 Part of the domain extracted from the sample repository of
Fig. 11. Action AIDFS-Algorithm may be included in two different
ways to adapt the learning path to the existing conditions. Each of them
would have its own durations, but one of them is intended only for
students with multimedia equipment and the other may be followed by
any student

Fig. 14 Part of the domain extracted from the sample repository of
Fig. 11. Action AIDFS-Examples is optional. This is encoded as
a compound task with two alternative decompositions. The first one,
labelled as “Yes” tries to include the object AIDFS-Examples. If a
backtracking is produced during the search, then the method labelled
as “No” introduces an empty decomposition, that is, it does not include
the object

to each student might be different depending on their context. This is encoded as an additional compound task that
includes a unique method containing a single action. There
will be a primitive action for each atomic object so that the
compound task forces the introduction of one of these actions that will be found by the planner by search and backtracking in the case that the conditions of the actions are not
met (see Fig. 13).
For every atomic learning object labelled as “optional”,
a new task is created with two different methods, one of
them includes its corresponding action and the other does
not. If no other precondition is specified, optional objects
will only be excluded if the student has a deadline for ending
the course and there is no available time to include the optional object. For example, Fig. 14 shows how the optional
object AIDFS-Examples is treated.
Figure 15 shows another feature of the translation algorithm. Only students with higher performance are requested
to follow those objects explicitly labelled as “DIFFICULT”.

Fig. 15 Part of the domain extracted from the sample repository of
Fig. 11. Action AIDFS-Lecture from Fig. 12 is also classified
as “DIFFICULT”. This is encoded as an additional compound task
with two alternative decompositions. The first one includes the object AIDFS-Lecture only for high-performance students; the other
method does not include the action for lower performance students

Fig. 16 Part of the domain extracted from the sample repository of
Fig. 11. Task AI-DFS is decomposed depending on the Honey–Alonso
learning profile of the student

4.4.2 Extracting compound tasks
Once all the primitive actions have been extracted, the remaining of the HTN hierarchy is created. In order to do that,
the is-part-of metadata is used so that every compound
learning object is translated into an HTN-PDDL compound
task (Castillo et al. 2006) and its children learning objects
are translated as its decomposition. As stated in Step 3c of
the algorithm shown in Fig. 9, a given compound task might
have multiple decompositions to encode different ways of
adapting a learning path to the individual features of every
student (Fig. 16).
And finally, there is the case that a compound object requires another object that belongs to any other course. Figure 11 shows that the object AI-Search depends on the
object DS-Graphs that belongs to another course, let us
say, Data Structures. In this case, the task AI-Search might
include two different decompositions, one of them for the
case that the student has successfully passed this required
object, and the other one for the case that the student has
not passed this object and thus, will have to be included in
his/her learning path. This case is exemplified in Fig. 17.
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Fig. 18 Algorithm for generating the problem file
Fig. 17 Part of the domain extracted from the sample repository of
Fig. 11. Task AI-Search is decomposed depending on the academic history of the student, if the student has not passed the object
DS-Graphs yet then its decomposition will include this object in the
course. On the other hand, students that have already passed this object
will not have to pass it again

4.5 Extracting the problem file
Problem extraction is an algorithm that explores the learner’s
profile databases and generates the literals of the initial state.
It is sketched in Fig. 18. Students’ profiles are extracted
from the LMS’ databases following the IMS-LIP (IMS-GLC
2007) standard or any other equivalent formalism. These
profiles will contain all the available information about the
student that will make the planner to search and backtrack
among the available tasks and actions in the translated domain and, therefore, to adapt the desired learning path to its
features and needs. All the attributes of students are translated into standard PDDL’s literals and fluents. Learning
goals are defined by the instructor among the list of available compound tasks in the domain (i.e. the highest level
learning objects) and they will appear totally ordered in the
goal section of the PDDL problem.
Figure 19 shows a piece of a problem extracted with this
method. As it can be seen, there are two students, Peter and
Clark. Peter does not have any temporal constraint to finish
the course, but Clark needs to end the course in less than
5 hours and a half.
In summary, this section has shown that a valid HTN
domain and problem files may be extracted from a well
structured LMS’ database in the IMPORT gateway shown
in Fig. 5. The domain file is extracted from the LOR just by
exploring a set of standard metadata present in most LMS
and the problem file is extracted from the learning goals and
the users’ profiles. As it can be seen in Fig. 9, Step 1 builds
the set O in a number of steps that does not exceed the size
of the LOR, since all the learning objects are processed just
once, so this step can be computed in linear time regarding the size of the LOR: O(|LOR|). The number of iterations of the two main loops of the translation algorithm

Fig. 19 The problem of the PDDL scenario is also automatically extracted from the LMS databases, both the initial state (students profiles)
and the goal (learning goals asserted by the instructor)

(Steps 2 and 3 in the same figure) are given by |PO | and
|CO |, respectively, plus some small residual number of iterations to process auxiliary tasks that may be neglected.
Therefore, the whole number of iterations of the algorithm
is given by |O| = |PO | + |CO | and since O ⊆ LOR, the
number of iterations is bounded by the number of learning
objects in the LOR. Therefore, the time complexity of the
translation algorithm is also linear with respect to the size of
the LOR: O(|LOR|). Regarding the generation of the problem file in Fig. 18, it may be seen that the generation of the
goals is immediate and the generation of the initial state is
also very simple since it only depends linearly on the number of students registered in the course and the set of features
stored in their profiles. Therefore, the efficiency of the whole
translation process is always linear. Now, the next step consists of running the planner to obtain a plan for every student.

5 Obtaining a plan
Once the domain and the problem have been translated from
the LMS repository and databases into PDDL compliant
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files, the HTN planner (Castillo et al. 2006) is executed,
obtaining as a result an adapted learning path for each of
the students included in the problem. Every learning path is
built on top of a very flexible temporal representation based
on Simple Temporal Networks (Dechter et al. 1991) able to
encode all the temporal durations and constraints of every
student. This temporal plan represents a class of quantitatively different schedules, each of which consists of a different distribution of the same actions set along the timeline.
This representation is very flexible and it allows to adapt the
plan to unexpected delays during the execution of the plan,
taking into account the possible deadlines introduced by students. This plan may also be easily encoded in a IMS-LD,
packaged as an IMS Content Package (IMS-GLC 2007) that
contains all the involved learning objects and delivered for
execution in most LMS as shown in the EXPORT gateway
in Fig. 5. Next subsection outlines some relevant issues to
implement this architecture within two well known LMS;
Sect. 6 shows a case study with three different students and
their adapted plans.

students’ profiles in their databases which, in both cases, do
not support standard IMS-LIP directives, although the information contained in students’ databases is rich enough to
incorporate AIP&S technologies. In both cases, the architecture sketched in Fig. 5 was implemented taking into account
the following issues:
– IMPORT gateway. Data from LORs and learners profiles
were extracted from the ILIAS and Moodle databases
thanks to the use of their standard APIs (Advanced Programming Interface).
– EXPORT gateway. Both ILIAS and Moodle do not support the standard IMS-LD specification and a workaround
was needed to include the obtained plans into their standard learner desktops. In the case of Moodle, its standard
SCORM module had to be modified to integrate a different plan for each student (Figueroa-Martínez et al. 2008).

6 Experimental results
6.1 Initial experiments

5.1 Integrating AI planning into a real LMS
The approach described before (Fig. 5) for the automatic extraction of the domain and problem PDDL files and the execution of the HTN planner has been implemented in Python
and fully integrated into the ILIAS LMS (Ilias 2007) for academic research purposes and it has also been integrated into
Moodle (Cole and Foster 2007). Both LMS fully support the
definition of LORs with standard metadata as those seen up
to now, and they have different degrees of representation of

Prior to showing the experiments in a real case, this section
shows some laboratory results concerning the ability of the
automatic extraction of the domain and problem files and
the plans adapted to a set of dummy students. The sample
course is a subset of Artificial Intelligence Search initially
depicted in Fig. 11 focused on Depth First Search with some
required background knowledge on graphs (that belongs to
another course named “Data Structures”). The three dummy
students under study are described in Table 1.

Table 1 Three dummy students under study
Peter
(= (performance Peter) 90)
(learning-type Peter theorist)
(= (language-level english Peter) 90)
(passed Peter DS)
(hardware-profile Peter multimedia)
(:tasks-goal
:tasks(AI-Search Peter))

Peter is a deductive student with a high performance and a good level
of English. Peter passed Data Structures and has a multimedia computer. His goal is to follow the AI Search course

Jack
(= (performance Jack) 45)
(learning-type Jack pragmatic)
(= (language-level english Jack) 50)
(:tasks-goal
:tasks(AI-Search Jack))

Jack is an inductive student with a poor performance, his level of
English is fair and he did not pass the course Data Structures. He
does not have multimedia capabilities in his computer

Jane
(= (performance Jane) 90)
(learning-type Jane theorist)
(= (language-level english Jane) 90)
(passed Jane DS)
(hardware-profile Jane multimedia)
(:tasks-goal
:tasks((<= ?end "3:50")(AI-Search Jane)))

Jane has exactly the same profile than Peter but her goal is to have a
shorter course, no longer than 3 hours and 50 minutes
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Table 2 Learning path for
every student in Table 1.
Columns Start and Duration
show temporal information
about each unit and the whole
course, column Title shows the
description of the selected
learning object and column
Features describe the type of
content (text or multimedia) and
language (ES, Spanish; EN,
English) among other additional
features that are not included
here

Peter
Start

Duration

Title

Features

00:00
00:40

40 min

Lesson AI-DFS Main algorithm

Multimedia, ES

20 min

Lesson AI-DFS Formal properties

TXT, ES

01:00

60 min

Lesson AI-DFS Some long examples

TXT,ES

02:00

40 min

Lesson AI-DFS Let’s practice

TXT,ES

02:40

120 min

AI-DFS Additional lecture

TXT, EN

04:40

END OF LEARNING DESIGN

Jack
Start

Duration

Title

00:00

20 min

Lesson DS Graphs basic concepts

TXT, ES

00:20

10 min

Lesson DS Directed Graphs

TXT, ES

00:30

15 min

Lesson DS Non-Directed Graphs

TXT, ES

00:45

45 min

Lesson DS Analysis Algorithms on Graphs

TXT, ES

01:30

60 min

Lesson AI-DFS Some long examples

TXT, ES

02:30

30 min

Lesson AI-DFS Main algorithm

TXT, ES

03:00

40 min

Lesson AI-DFS Let’s practice

TXT, ES

03:40

20 min

Lesson AI-DFS Formal properties

TXT, ES

04:00

Features

END OF LEARNING DESIGN

Jane
Start

Duration

00:00

30 min

Title

Features

Lesson AI-DFS Main algorithm

TXT, ES
TXT, ES

00:30

20 min

Lesson AI-DFS Formal properties

00:50

15 min

Lesson AI-DFS Some short examples

TXT, ES

01:05

40 min

Lesson AI-DFS Let’s practice

TXT, ES

01:45

120 min

AI-DFS Additional lecture

TXT, EN

03:45

Plans obtained for the set of students under study are
shown in Table 2, whose main features are the following.
– Peter and Jane are students of type “theorist” and Jack is
“pragmatic”, so the order in which the learning objects are
given is different to each other according to the implicit
rules shown in Fig. 8. Peter and Jane study the algorithms
and their properties first and some examples later. Jack
explores some examples first and the properties later.
– Peter and Jane have good performance and they are given
an additional lecture at the end of the course. Since they
are also good at English the lesson may be written in English.
– Jack did not pass the course named “Data Structures” and,
since some background about graphs is required to follow the AI Search course (see also Fig. 11), a reminder
is included at the beginning to force Jack go through this
required content first.
– Peter and Jane have exactly the same profile so they
should have followed the same course. However, Jane has

END OF LEARNING DESIGN

a temporal constraint and she needs a shorter course than
Peter (see Table 1). So in order to fit Jane’s schedule, a
different plan is found with the same structure, but with
shorter lessons available in the LOR.
As it can be seen, these examples show the adaptation
capabilities to the features of every learner in a given course
thanks to the use of our HTN planner. But more important is
the fact that the planning domain and problem that make this
to happen have not been written by hand by the instructor or
an AIP&S researcher. Instead, they have been obtained automatically from the LMS databases following the methodology explained along this paper so that they are fully adapted
to the available learning objects in the repository and their
known metadata.
6.2 Real experiments
As was said before, this approach has been fully implemented as an extension of Moodle LMS and deployed un-

J Sched

der a research contract with a Spanish e-learning company.2
As reported in Toro et al. (2008) and Figueroa-Martínez
et al. (2008), a real small group of 17 postgraduate students
were required to follow a 20-hour course on MS PowerPoint
2003. The results were very encouraging and had a meaningful impact on local media and official research portals in
Spain (Alguacil-Martin 2008). Table 3 shows the learning
styles of the sample set of students and whether they had
temporal constraints on the expected end of the course or
not.
The LOR of the presented problem was composed of
50 different learning objects which were translated into an
HTN domain made up of 50 durative actions, 19 compound
tasks and 27 decomposition methods in a pure HTN domain,
without any additional search control procedures nor inference mechanisms. The translation of the LOR into the corresponding HTN domain took 2.1 seconds on a Pentium IV
processor with 2 GB of RAM memory running Mandriva
Linux 2007 and it was executed once for every course, since
it was the same for each of them. Students’ profiles were
translated in less than 1 millisecond, and all the plans (17)
were obtained in 0.76 seconds taking into account that plans
were not the same for every student as it is shown in Table 4.
After the course, students were also required to give feedback on their opinion about the development of the content
and the results are shown in Table 5 and the following issues
may be underlined:
– Students’ scores were quite good although they are also
very similar to other non-adapted courses.
Table 3 Sample of 17 students in a real course on MS Powerpoint
2003, their learning styles and whether they have deadlines or not
Honey–Alonso “Active” style

1

Honey–Alonso “Reflexive” style

12

Honey–Alonso “Theoretical” style

2

Honey–Alonso “Pragmatic” style

2

Students with temporal deadlines

11

Students without temporal restrictions

2 Grupo

6

Tadel, http://www.grupotadel.com.

– Although 60% of students were not very motivated at the
beginning of the course, we find that at the end of the
course:
– Only 33% of them still think that the content was not
interesting enough.
– Only 20% of them think that they have not learned
enough or much.
Therefore, we might see a shift in the opinion given by the
students. Part of the students that were not very motivated
have changed their thought, and almost half of them now
think that the content is interesting enough or very interesting; as well as two-thirds of them now think that they
have learned enough or much. This general satisfaction
might be an indication that the content has been successfully adapted to their own features and learning styles, although this statement would need a thorough experimentation to become an assertion.
– The temporal adaptation of the course was also very appropriate for their needs obtaining a ranking of 8.4 out of
10 on average.

7 Conclusions
This paper has presented an integrated approach able to extract a planning domain from a well structured LOR just by
exploring the standard metadata labelling present in the objects. It has also sketched its integration into two well known
e-learning platform like ILIAS and MOODLE. But this is
just a first step towards the automatic use of an HTN planner able to obtain customised learning paths adapted to every
student’s needs and features. The technical advantages of
this approach are straightforward:
– The use of an artificial intelligence HTN planner allows for a fast and robust generation of adapted learning designs. This implies an important advance in the full
deployment of e-learning technologies since up to now
learning designs had to be manually encoded in a long
and boring process.
– The main obstacle for the application of AI HTN planners
to the particular class of e-learning problems we deal with

Table 4 Number of actions in the plan for every student classified by their learning styles and the existence of temporal constraints
Student id

Active

Reflexive

1,12

11

Has Deadlines

No Deadlines

X

X
X

4
5,7,9,10,13,14,16,17

Pragmatic

X

2,6,8,15
3

Theoretical

X
X
X

Plan length
28

X

35

X

34

X

29

X

29
X

36
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Table 5 Results of the survey done by students at the end of the course
Motivation of students
before the course
Medium

60%

High

27%

Very high

13%

Scores achieved by students
at the end of the course (0–10)
Below 5

2 out of 17

Between 5 and 7

7 out of 17

Between 7 and 9

4 out of 17

More than 9

4 out of 17

Did you find the content interesting?
Fair

33%

Enough

53%

Much

14%

Would you say that you have learned?
Fair

20%

Enough

60%

Much

20%

How good has the temporal
development of the course been? (1–10)
Average

8.4

in this work has also been overcome thanks to a flexible
translation procedure that exploits the metadata labelling
to automatically obtain the planning domains without the
intervention of instructor or planning experts.
– This effort is also aligned with mainstream e-learning
communities (Luckin et al. 2006) where the use of standard metadata and customised learning designs is becoming a requirement for most existing platforms.
From the point of view of instructors and teachers, we
can also point out several remarkable advances. Firstly, the
painful task of writing adapted learning designs by hand for
a whole set of students could be carried out much more easily, and therefore it would act as an enabling technology
for the adoption of these standards. Secondly, since the design of learner-centred paths is just a few clicks and seconds
away, this technology may increase the productivity of instructors releasing them from the design of learning paths
and allowing them to focus on building richer LORs and
courses. Thirdly, since the planning domain takes into account the whole set of metadata defined by instructors, it is
expected that the quality and adaptation of their plans is at
least equal to those made by hand, although this hypothesis
still needs a thorough experimentation, which is expected to
be carried out in the medium term. And lastly, since this
approach is based on standard metadata, widely used by
many LMS, it is expected that this technology could be also
equally adopted by these other platforms just by adapting

the data interfaces. Following this argumentation from the
point of view of instructors, it must be said that the success
of the approach presented in this paper seriously depends on
the following items:
1. How many learning objects have been defined at the beginning by the instructor and, mainly, how redundant
they are. That is, there must be a high enough number of
objects such as to allow an efficient adaptation. If there is
only one learning object for each item of the course, then
there will be no adaptation possible: all the students follow the same objects, and hence the same course. Only
when the instructor defines multiple objects for the same
item, each one prepared for a different set of students,
the adaptation and customisation to a set of students is
feasible.
2. How well these learning objects have been labelled.
A bad labelling or an insufficient labelling of an object
may lead to a mistaken domain, and therefore to bad
plans.
But, honestly, these two factors do not fall under the reach
of our approach or under any general AIP&S technology.
These two factors are supposed to be addressed by instructors if they intend to succeed in the more general Learner
Centred Design paradigm, regardless of whether they are using AIP&S technology or not.
Finally, there are some technical issues that need further study. Firstly, the adaptation of the learning path to
run-time information like the result of intermediate evaluations during the development of a course. This is taken
into account in the standard for IMS-LD thanks to the inclusion of conditionals that branch a learning design. However, only a few planners either hierarchical (Kuter et al.
2007) or flat (Petrick and Bacchus 2004) are able to deal
with conditional branches, and their use should be studied to
check if their domains might also be extracted from a LOR
and the effort to include questionnaires or evaluations in the
LOR and to check also if their efficiency is appropriate for
large courses with many conditional branches. Instead, we
are pursuing a continual planning approach (Myers 1999)
in which the planning of a whole course with intermediate
evaluations is neglected in favour of a sequence of planning
episodes, each planning episode happening between every
two consecutive evaluations. That is, instead of looking for
a large conditional plan for a whole course, we intend to
build smaller plans from evaluation to evaluation until the
end of the course. It is clear that if a course has no intermediate evaluations then the continual planning approach
is not necessary and a unique plan is enough to cover the
whole development of a course. Secondly, we are also exploring the use of non HTN planners (Morales et al. 2008)
to compare the differences in performance on expressiveness so that we may decide which approach is able to obtain
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the best plans. And finally, we are also extrapolating this
experience to other known domains like workflow composition (González-Ferrer et al. 2008), where expert end users
are expected to encode their knowledge into formal process
description languages XPDL.
Acknowledgements This work has been partially supported by national project CICYT TIN2005-08945-C06 and Grupo Tadel under
contract 257000. Authors are also particularly very grateful to reviewers whose comments allowed a meaningful improvement of the technical quality of the paper.

References
Alguacil-Martin, S. (2008). Tailored learning experiences. Andalusian
Regional Government Research Portal. www.andaluciainvestiga.
com/espanol/noticias/9/6915.asp.
Allen, J. (1983). Maintaining knowledge about temporal intervals.
Communications of ACM, 26(1), 832–843.
ANSI/IEEE (2007). IEEE Standard for Learning Object Metadata.
http://ltsc.ieee.org/wg12/.
Bienkowski, M. (1995). Demonstrating the operational feasibility of
new technologies: The ARPI IFDs. IEEE Expert, 10(1), 27–33.
Boticario, J., & Santos, O. (2007). A dynamic assistance approach
to support the development and modelling of adaptive learning
scenarios based on educational standards. In Fifth international
workshop on authoring of adaptive and adaptable hypermedia.
International conference on user modelling.
Castillo, L., Fdez-Olivares, J., García-Pérez, O., & Palao, F. (2006).
Efficiently handling temporal knowledge in an HTN planner. In
Sixteenth international conference on automated planning and
scheduling, ICAPS.
Cole, J., & Foster, H. (2007). Using moodle. Sebastopol: O’Reilly.
Dechter, R., Meiri, I., & Pearl, J. (1991). Temporal constraint networks.
Artificial Intelligence, 49, 61–95.
Edelkamp, S., & Hoffmann, J. (2004). The language for the
2004 international planning competition. http://ls5-www.cs.unidortmund.de/~edelkamp/ipc-4/pddl.html.
Fdez-Olivares, J., Castillo, L., García-Pérez, O., & Palao, F. (2006).
Bringing users and planning technology together. Experiences
in SIADEX. In Sixteenth international conference on automated
planning and scheduling, ICAPS. Awarded as the Best Application Paper of this edition.
Figueroa-Martínez, J., Morales, L., & Castillo, L. (2008). Extending
moodle SCORM module to support basic ims-ld. In MoodleMoot,
Spain, 2008.
Garrido, A., Onaindía, E., & Sapena, O. (2008). Planning and scheduling in an e-learning environment. A constraint-programmingbased approach. Engineering Applications of Artificial Intelligence, 21(5), 733–743.
Ghallab, M., Nau, D., & Traverso, P. (2004). Automated planning: theory and practice. San Mateo: Morgan Kaufmann.
Goldman, R. (2006). Durative planning in HTNs. In Proceedings of
ICAPS.

González-Ferrer, A., Castillo, L., Fdez-Olivares, J., & Morales, L.
(2008). Towards the use of xpdl as planning and scheduling modeling tool: the workflow patterns approach. In Advances in artificial intelligence (IBERAMIA 2008). Berlin: Springer.
Ilias, L. M. S. (2007). ILIAS website. http://www.ilias.de/ios/
index-e.html.
IMS-GLC (2007). IMS Global Learning Consortium. http://www.
imsglobal.org/.
Koper, R. (2005). An introduction to learning design. In R. Koper & C.
Tattersall (Eds.), Learning design: a handbook on modelling and
delivering networked education and training (pp. 3–20). Berlin:
Springer.
Kuter, U., Nau, D., Reisner, E., & Goldman, R. (2007). Conditionalization: adapting forward-chaining planners to partially observable environments. In ICAPS 2007—workshop on planning and
execution for real-world systems.
Long, D., & Fox, M. (2003). PDDL2.1: an extension to PDDL for expressing temporal planning domains. Journal of Artificial Intelligence Research, 20, 61–124.
Luckin, R., Underwood, J., du Boulay, B., Holmberg, J., Kerawalla, L.,
O’Connor, J., Smith, H., & Tunley, H. (2006). Designing educational systems fit for use: a case study in the application of human
centred design for AIED. International Journal of Artificial Intelligence in Education, 16, 353–380.
Morales, L., Castillo, L., Fernández-Olivares, J., & González-Ferrer,
A. (2008). Building learning designs by using an automatic planning domain generation: A state-based approach. In European
starting AI researcher symposium, STAIRS08.
Muscettola, N., Nayak, P. P., Pell, B., & Williams, B. C. (1998). Remote agent: to boldly go where no AI systems has gone before.
Artificial Intelligence, 5–48.
Myers, K. L. (1999). CPEF: A continuous planning and execution
framework. AI Magazine, 20(4), 63–69.
Nau, D., Au, T., Ilghami, O., Kuter, U., Murdock, J. W., Wu, D., &
Yaman, F. (2003). SHOP2: An HTN planning system. Journal of
Artificial Intelligence Research, 20, 379–404.
Petrick, R., & Bacchus, F. (2004). Extending the knowledge-based approach to planning with incomplete information and sensing. In
Proceedings of the international conference on automated planning and scheduling (pp. 2–11).
R-Moreno, M., & Camacho, D. (2006). AI techniques for automatic
learning design. In International electronic conference on computer science (IeCCS-2006).
Sicilia, M. A., Sánchez-Alonso, S., & García-Barriocanal, E. (2006).
On supporting the process of learning design through planners.
In F. J. García et al. (Eds.), Virtual campus 2006 selected and
extended papers (pp. 81–89).
Toro, S. T., Castillo, L., Morales, L., Jiménez-Galera, M., LlorcaDíez, M., & Carrillo, J. O. (2008). Customizing learning routes in
moodle based on Honey–Alonso learning styles. In MoodleMoot,
Spain, 2008.
Ullrich, C. (2005). Course generation based on HTN planning. In Proceedings of 13th annual workshop of the SIG adaptivity and user
modeling in interactive systems (pp. 74–79).
Wilkins, D. E., & des Jardins, M. (2001). A call for knowledge-based
planning. AI Magazine, 22(1), 99–115.
Wilkins, D. E., & Desimone, R. V. (1994). Applying an AI planner to
military operations planning. In M. Zweben & M. S. Fox (Eds.),
Intelligent scheduling. San Mateo: Morgan Kaufmann.

